
the time horizon of the prediction. The expectation

< . . . > is an average over all possible sequences of

cell arrivals and transmission schedules. The resulting

service discipline is based directly on the urgency by

using it to define the weights,

a; = US(iit).

Since the costs are determined by the service discipline

which is in turn determined by the urgency, equation 1

is an implicit self-consistency equation for the urgency.

This choice of control policy is natural in light of the

relationship between urgency scheduling and the mini-

mum laxity approach but is counter-intuitive aa an opti-

mation technique; using minimum laxity as a heuristic,

the urgency is minimized globally in time by servicing

the traffic class with the largest value most frequently.

The natural choice of state variables for the controller

are the queue occupancies ns , especially since this infor-

mation is maintained by the hardware in most switches.

However, in early experiments we found mediocre per-

formance until the waiting times of the cell at the head

of each queue were added to the state vector. For a sys-

tem with three traffic classes, like the system modeled

in this work, the resulting six dimensional state vector

consists of three buffer occupancies and three waiting

times, all observed at the start of a cycle.

Dynamic Programming

Dynamic programming is a general optimization tech-

nique for sequential decision problems on discrete

spaces. In its classic form [11[], it requires a complete

model of the system in the form of the probability of

a transition ii -+ ii’, PzGt, and the cost of each state,

us (ii). The urgency can then be obtained by solving the

following consistency condition :

U’(ii) = us(z)+ -f): P,lfius(ii’). (2)

~:/

However, since the transition matrix, the average value

of u’ and the urgency US are al 1 inter-related, equation 2

must be solved repeatedly while the system is being con-

trolled [9]. Even for problems with modest state spaces,

the computational cost of directly interleaving the solu-

tion of equation 2 with estimation and control is large.

The task is even more daunting if the size of the state

space is taken into account; if the queue occupancy and

queueing delay are taken as discrete variables the three

traffic class system simulated in this work haa of order

1018 accessible states. We rel:y upon two techniques to

make the problem tractable :

l The urgency is approximated by a continuous,

smooth function as opposed to state by state enu-

meration with a look-up table. Thus, the proper-

ties of a state that haa never been visited can be in-

ferred from its neighbors lby interpolation, reducing

both storage costs and the number of observations

required to learn a usable estimate of the urgency.

l The urgency is computed with an on-line learn-

ing rule- bw-ed on th~ method of temporal differ-

ences [12, 8]. Temporal differences learning gener-

ates the urgency directly from a sequence of obser-

vations without forming an estimate of the transi-

tion matrix P~fi,.

The Temporal Differences Learning Algorithm

Computationally, the method of temporal

differences[12]

is remarkably simple when compared to conventional

dynamic programming. At the end of each cycle the

urgency is updated using the state vector fit from the

start of the cycle, the state vector iit+l at the end of

the cycle and the cost u; incurred during the cycle ,

AU’(ti,) = V(U; + #J’(i&+l) – Us(tit))

where q is a learning rate parameter, Note that up-

dating U’ at fit requires information that can only be

acquired at time (t + l)T as this is the signature of tem-

poral differences. The similarity with the self consis-

tency condition for the urgency, equation 2, is precisely

because temporal differences is Monte Carlo estimation

of the urgency or evaluation function, as it is referred to

in the parlance of dynamic programming. The tradeoff

involved in using a learning rule of this type as opposed

to full dynamic programming is between storage and

efficiency. Because full dynamic programming keeps de-

tailed information about past observations in the tran-

sition matrix, it can squeeze the most information out

of the current observation by combining it with earlier

observations of the states that precede it. In practice,

we retain some information about state transitions with

high costs, typically about state transitions near the on-

set of congestion, and reuse this information to speed up

the convergence of the urgency [13, 14]. Here the sys-

tem is defined as being congested whenever it fails to or

comes close to failing to meet the quality of service con-

straints. Since congested states are exponentially rare

when the average offered traffic is kept within reason-

able bounds, the computational cost of keeping detailed

observations of the transition of system through conges-

tion is actual] y small. In effect, historical observations

are used to estimate the transition matrix of the sys-

tem when it is congested. Learning procedures that

lie between the extremes of having no system model

and building a complete model are an area of active

research [15, 16].

Representing the Urgency

Development of an on-line estimate of the urgency is a

significant challenge due the enormous skew in the prior

distribution of observations. Simply stated, the most

‘important’ observations are those when the system is at

the onset of congestion but these are always rare unless

the system is intentionally overloaded. When combined

with least mean square training, parametric approxi-

mation functions like polynomial expansions or neural
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networks tend to give the highest weight to the most

common events and to obliterate information about the

rare ones. The challenge was thus developing an approx-

imation function and learning algorithm that efficiently

utilizes rare observations, by memorizing them, without

being overwhelmed by the commonplace.

A powerful approach to function approximation prob-

lems of this type is to simply store every data point,

generating estimates of the function by retrieving the

N data points nearest to the desired point and apply-

ing some type of regression to them [17, 18]. In its

simplest form, a piecewise constant approximation can

be obtained using the value of the data point nearest

the query point as the function estimate. If the data

is stored in a tree structure, like a kd tree [19, 20], the

retrieval cost is proportional to log N where N is the

number of data points and thus acceptable. To prevent

the controller from being swamped by the multitude of

observations far from the onset of congestion, we coa-

lesce new data points (ii, U) that are within a threshold

distance of an existing data point (Zi, Ui ) by averaging

the two together :

[J + wiUi
u’ =

Ii-w,

-/ _ n+wtri
n—

l+U,

w’ = l+wi.

The weight wi reflects the statistical significance of a

data point and is initialized to one when a point is cre-

ated. The resulting learning rule for updating the ur-

gency is to simply store

U’(tit) = u; + ~u’(iit+l)

for every observation. Even with sixteen nearest neigh-

bors in a six dimensional space as used here, the simplex

formed by the retrieved data points frequently collapses

in such a way that the query point lies outside of it. In

this case, linear regression is unreliable so we use kernel

regression to estimate the urgency,

where di is the distance to ii’s i ‘th nearest neighbor and

K(%) = (1 – Z2)3.

The accuracy of locally weighted regression is somewhat

sensitive to the choice of metric used to define the neighb-

orhood of the query point. We restricted our attention

to metrics of the form

computed using two different methods. The simpler of

the two is to let u? be the variance of the i’th coordinate

of the data used to estimate the urgency. A more com-

plicated procedure which yielded a small improvement

in performance was to allow the controller to run with

the discount factor -y = O. In this case, the urgency is

just an estimate of the cost associated with state ii. The

simplex method is then used to minimize the prediction

error cP averaged over all those data points whose value

was greater than a threshold value,

.p = ~ (U* - 0(’iii))2
U,>um, m

where U is the estimated value of the urgency at Zi,

3 A Model System

To provide a realistic environment in which to evaluate

scheduling with urgency prediction we have chosen a

model system with three traffic classes that might be

found in an ATM switch with 155 Mbit ports serving as

a hub connecting multiple ATM LANs. Traffic class I

carries compressed video as found in a variable bit rate

video phone, class II supports high performance graphic

applications as might be generated by CAD tools or

a visualization program and class III carries TCP-IP

traffic such as observed on a contemporary Ethernet.

All of these sources are very bursty, reflecting the type

of traffic expected in real ATM networks.

Class I : The Video Source

The video source model is based on measurements [21]

of the output of a video codec when the face of a person

engaged in conversation is used as input. The measure-

ments are well characterized by a continuous-state first

order auto-regressive model for the normalized number

of bits per frame Vn

Vn = avn_l + bun

where an is a gaussian random variable with mean and

variance 1, a = 0.878, b = 0.111 and D = b/(1 – a). At

the start of a frame, the source transmits a cell every

fourth time step until Nvn cells have been transmitted

and then remains silent until the beginning of the next

frame. The frame length is 10091 cell times and the

average number of cells per frame is ~ = 454 for an

average link utilization of 0.045

Classes II and III : An Interrupted Poisson

Source

Both the interactive graphic application and the TCP-

IP traffic were modeled by interrupted Poisson pr~

cesses. Such a model has two states, on and off and

three parameters, p, POj~ and POn. When the source is

on, it transmits a cell at each time step with probability

p. The transition from off to on occurs with probability

PO. and from on to off probability PO~~ resulting in an

average data rate of

P
VIPP = p 0“

Pojj + Pon

In the absence of measurements of an interactive graph-

ics application the parameters were determined from
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typical specifications for a high performance color work-

station, resulting in an average burst size of 2000 cells

with an average spacing between bursts of 100 ms. The

assumption of an average rate during the on state of
~ = 0.25 results in POn = ().00002 and PO~j = 0.000125

for an average link utilization of 0.034.

The parameters for the TCP-IP traffic were obtained

from experimental measurements of the average packet

length on an Ethernet [22], yielding an average length

of ten cells if the effects of prckocol encapsulation are

neglected. The choice POjj =: 0.1 and PO~ = 0.011

roughly reproduces these statistics with an average link

utilization of 0.09.

4 Simulations

A robust schedulimz mechanism must function well un-

der a wide range or loads. To provide a range of loads

that would reflect the variations in activity seen on a

real network all of the sources were given finite life-

times. During the course of training sources were con-

stantly being created and destroyed, the lifetimes be-

irm exDonentiallv distributed with a mean of 250,000

ce~ times and tie creation events Poisson distributed

with the same mean. In this way, the number of active

sources slowly randomly walked about an average value.

In order to prevent gross congestion the creation of new

sources was blocked if they would have made the total

link utilization exceed 0.85. At the start of training,

the controller is initialized by allowing it to observe the

behavior of the system under the influence of the ran-

dom service discipline obtainecl by setting the weights
1 – II = ~lll. T’he initialization periodto be equal, a – a

typically lasted for 105 time steps out of a total training

time of 107 to 10s time steps. To put these time scales

into perspective it is important to remember that in an

ATM network with 155 Mbits/s links the cell time is

2.8ps, so a 10s time step simuli~tion corresponds to 280

seconds of real time. At the end of training the kd-trees

used to represent the urgency US (ii] were written to

disk. Typical trees contained approximately 104 points

and good performance could be obtained with as few as

2000 points.

To test the controller, the performance was measured

with a large set of stationary source configurations while

holding the urgency. The result were evaluated by direct

comparison with the earliest deadline first service dis-

cipline applied to ideniicai streams of trafic. The use

of identical traffic streams allc)ws meaningful compar-

isons to be made between the different service disciplines

with shorter measurements than required to obtain ab-

solute performance measurements with the same preci-

sion. The results of a single performance measurement

is an ordered pair of vectors (E’, F) where the components

of Z are the number of class I, II, and III sources used

in the simulation and those of F the fraction of the cells

lost from the corresponding traffic class. Our definition

of c’ as the discarded fraction measured over a lengthy

interval is not an endorsement this unrealistic choice

of performance metric; rather it acknowledges that the

design of such metrics is an open question. Overall per-

formance is most easily compared by counting the total

number of points Z for which the quality of service con-

straints can be met, a quantity we refer to as the schedu-

lable volume, following the concept of a schedulable re-

gion introduced in [6]. Performance measurements were

made for all possible arrangements of sources subject to

a lower and upper bound on the total link utilization (

typically 0.5 and 0.7, respectively ) and on the minimum

number of sources for each service class ( 2 for the video

and graphics sources, 1 for the TCP-IP sources ). In all

of the simulations described here, the maximum allow-

able queueing delays r~az were 1000, 2000 and 5000

cell times for the video, interactive graphics and TCP-

IP sources, respectively. The performance tests were

each 106 to 107 cell times long and the cycle length T

was 64.

Controlling the Tot al Cell Loss Rate

In these simulations the quality of service constraint

was somewhat arbitrarily chosen to be a total loss rate

c~$=l < 10-3. The exponent Y in the definition of u;

was set to eight for all three traffic classes, a value de-

termined empirically by looking at the results of a lim-

ited number of experiments. Experimental result are

shown in table 1. Unsurprisingly, since earliest dead-

Service Discipline Schedulable Volume

Earliest Deadline First 74

IJrwmcv !+heduling I 72

:dulinge 49

Static I’rlorities 42

Table 1: Experimental results where the objective is

minimizing the total cell loss rate. The schedulable

volume, as defined earlier in the text, can be roughly

interpreted as a measure of the achievable bandwidth

utilization. The naive service discipline is obtained by

using [(t – t~rrzvat )/~~a$]f* as an estimate of the ur-
gency to demonstrate the predictive power of the real

estimate of the urgency.

line first is the optimum schedule for the given qual-

ity of service constraint, urgency based scheduling does

not better its performance. However, this result is still

important since it shows urgency based scheduling can

achieve near optimal performance. These results were

essentially independent of the value of the discount fac-

tor ~, an unsurprising result since the optimal algorithm

only requires knowledge of the cell at the head of each

queue.

Heterogeneous Service Objectives

A more interesting traffic scenario occurs when the most

delay sensitive traffic class, in this case video, can tol-

erate much higher losses than a delay tolerant traffic
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class like TCP-IP traffic. This is not an unrealistic sce-

nario – video codecs that can tolerate relatively high

cell losses have already been demonstrated. For these

simulations the loss thresholds c~az and exponents ~s

were set to (10–2, 8), (10–3, 4) and (10–4, 2) for video

traffic, graphics traffic and TCP-IP traffic, respectively.

As in the early example, the values of the exponents $’

were picked on the basis of a few, carefully chosen ex-

periments. Clearly, an automatic procedure that gen-

erates the optimal value for these exponents from the

quality of service constraints and a statistical descrip-

tion of the sources would be highly desirable. Figure 1

shows the resulting performance as a function of the

discount parameter with earliest deadline first shown

as a baseline for comparison. Assuming that urgency

discount

Figure 1: Performance of urgency scheduling with het-

erogeneous service objectives as a function of the dis-

count parameter. The vertical axis is the size of a subset

of the schedulable volume and the dotted line denotes

the performance obtained from EDF. In these experi-

ments the cell loss probability was measured over 106

time step windows. Failure to meet the quality of ser-

vice constraints in any particular window caused that

source configuration to be removed from the schedula-

ble region.

scheduling is combined with a suitable connection ad-

mission control mechanism, these results correspond to

a 33!70 decrease in the probability of a connection be-

ing blocked and a concomitant increase in the avail-

able bandwidth. Clearly, exploiting this gain in per-

formance requires an effective call admission algorithm

but the same holds true of any service discipline that

allows significant sharing of link bandwidth. The per-

formance was only weakly sensitive to the discount fac-

tor for 0.5< y <0.9 and declines to values comparable

to those obtained with the earliest deadline first alizo-

rithm as ~ + O. This insensitivity to the value OF y

is desirable since it eliminates the necessity of tuning

the discount factor. It also strongly suggests that the

behavior of the system is correlated for only a few cy -

cles, a result most likely attributable not to the correla-

tion time of the sources but rather to the inadequacy of

the state vector. Adding more information to the state

vector would probably yield some improvements in per-

formance but the excellent performance obtained in the

first example suggests it is unlikely to be large enough

to justify the increase in computational complexity.

5 Discussion and Conclusions

We have applied on-line dynamic programming to a

cell scheduling system and demonstrated it to be ca-

pable of matching the performance of an optimal con-

troller. This result suggests that the same algorithm

might achieve comparable levels of performance under

circumstances where the optimal controller is either un-

known or computationally infeasible. For control in

ATM networks, adaptive algorithms like that discussed

here will be critical to deployment of complex networks

due to large uncertainties in the quantity and character-

istics of the traffic that will flow through them. We feel

the mathematical techniques developed in this paper are

perhaps of greater interest than the particular applica-

tion, a scheduling algorithm, since they can be readily

applied to other problems in high speed networking like

buffer allocation, selective cell discarding and admission

control. These techniques are also not specific to ATM;

they applicable are to any high speed, mixed service

network.

Urgency based scheduling represents a good architec-

ture for real time control since the most computation-

ally expensive part of the algorithm, the evaluation of

the urgency, is performed relatively infrequently. By

contrast, the cell-by-cell choice of which queue to serve

is stochastic and can easily be implemented in dedicated

hardware. To further enhance its hardware compatibil-

ity the controller can be broken up into three levels of

hierarchy. The lowest level consists of just the stochastic

decision system. At the next level up would be a mod-

ule whose sole purpose is computation of the urgency

at the start of each cycle; to avoid performance bottle

necks this module could use a simplified functional rep-

resentation of the urgency that could be computed easily

be computed in real time by a DSP or microprocessor

with high performance arithmetic. The most likely sce-

nario is for the urgency to be computed off-line from

source models. If desired, this representation of the ur-

gency could occasionally be updated without disrupting

the operation of the controller. At the top level of the

hierarchy would be a module that learns the urgency.

This could take place either off-line, as in this work, or

even on-line in response to observations of congestion.

With this partitioning, we see no intrinsic obstacles to

deploying urgency scheduling in a real packet switch.

Another enhancement which could both increase the

hardware compatibility of the control architecture and

improve its performance is the introduction of a more so-

phisticated cell discard mechanism. From the hardware

perspective, cell discarding would ideally take place
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when a cell enters the system, before it is buffered.

Furthermore, we suspect that significant gains in per-

formance could be obtained by discarding cells in an-

ticipation of congestion rather than in reaction to it.

Since the urgency is in part aprediction of the proba-

bilityof cell loss, it could inprinciple be used directly

to decide when to begin discarding, but its apparently

limited prediction horizon may rule this out.
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